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Abstract
We present a computational model, MoralDM, which
integrates several Aflechniquesin order to model recent
psychological findings on moral decisiomaking. Current
theories of moral decisiemaking exted beyond pure
utilitarian models by relying on contextual factors thaty
with culture MoralDM uses a hatural language system to
produce formal representations from psychological stimuli,
to reduce tailorabilityThe impacts of secular versus sacred
values are modeled via qualitative reasoning, using an order
of magnitude representatioMoralDM uses a combination
of first-principles reasoning and analogical reasoning to
determine consequences and utilitigien making moral
judgments. We describe how k&DM works and show
that it canmodel psychological results and improve its
performance via accumulating examples

Introduction

While traditional models of decisiemaking in Al have
focused on utilitarian theories, there is considerable
psychologicalevidence that these theories fail to capture
the full spectrum of human decisiomaking. In particular,
research on oral reasoninghas uncovereda conflict
between normative outcomes and intuitive judgmerttss
has led some researchers to propose thésterce of
deontological moral rules; i.esome actions are immoral
regardless of consequengcegich could block utilitarian
motives. Considerthe starvationscenario(from Ritov &
Baron 1999 below:

A convoy of food trucks is on its way to a refugee
canp during a famine in Africa. (Airplanes cannot be
used.) You find that a second camp has even more
refugees. If you tell the convoy to go to the second
camp instead of the first, you will save 1000 people
from death, but 100 people in the first camp wié d

as a result.

Would you send the convoy to the second camp?
The utilitarian decision would send the convoy to the

second campbut participantstended to notdivert the
truck.
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Making these types of decisions autdicelly requires
an integrated approachincluding natural language
understanding, qualitative reasoning, analogical reasoning,
and firstprinciples reasoning. This paper describes a
cognitively motivated model of moral decisiomaking,
called MoralDM, wheh incorporatestwo modes of
decisionmaking: utilitarian and deontological. To reduce
tailorability, a natural language understanding system is
used to semautomatically produce formal representations
from psychological stimuli reendered in simplified
English. The different impacts of secular versus sacred
values are modeled via qualitative reasoning, using an
order of magnitude representatiokloralDM combines
first-principles reasoning and analogical reasoning
implement rules of moral decisianaking and utilize
previously made decisions. We evaluate our systganst
established psychological results.

We begin by summarizingelevantpsychologicakesults
and background Next, we describéloralDM and how it
works. Then we show thatMoralDM can account for
resultsfrom two psychological studied\n analysis of its
performance demonstrates learning through accumulation
of examplesand the importance of integrated reasoning
Finally, we discuss related afcture work.

to

Moral Decision-Making

Morality as a topic of experimental scientific inquiry has
attracted the attention of psychologists for more than eight
decadesAfter the initial domination of rational approaeh

to decisioamaking the conflict between normative
outcomes and intuitive judgmisnled someesearcherso
suggestthe existence ofsacred valueswhich are not
allowedto be traded off, no matter what the consequences
(Baronand Spranca, 199.7yhese sacred values are known
to block utilitarian motives by evokindeontological moral
rules In our example, given that life is a sacred value,
people often refuse to take an action which would result in
taking lives. Tetlock (2000) defines sacred values as
ithose values that a mor al
transcendental significae that precludes comparisons,
tradeo f f s, or indeed any
People who have sacred or protected values tend to reject
the need for tradeoffsno matter what the consequences,
and often show strong emotional reactiosisch as ager,
when these values are challenged.
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When sacredvalues are involved people tend to be  formal ontology useful for representing and reasoning
concerned with the nature of their action rather than the about moral decisiemaking senarios.

utility of the outcome.Baron and Spranca (19973rgue Figure 1 provides an overview of the MoralDM
that people showower quantity sensitivity to outome architecture. To solve a given moral decisianaking
utilities when dealing withsacredvalues. That isthey scenario, MoralDMbegins by usingeA NLU, a natural

becomeless sensitive to the consequences of their chpice language understanding system, semiautomatically
leading them to prefer inactioayen ifit results in a lower translate simplified English scenarios tim predicate

outcome utility, over an action whichviolates asacred calculus.Given this representatiorhe presence of sacred
value. The degree of outcome sensitivity varies with  values and relevant contextual factors are computea via
culture and thecontext of the scenarioLim and Baron fixed set of rulesA number of known sacred values are
(1997) show that people in different cultures tend to stored in the KB. For a new scenario a set of rules are
protect different values ardemonstrate different levetd applied to deide whether the case includes sacred values
sensitivity towardsharedsacredvalues. or not. The orders ofmagnitudereasoning moduléOMR)

In addtion to sacredvalues, the causal structure of the thencalculates the relationship between thidity of each
scenari o af f ec-makingppWatlpadnreanhd dleoicd Ssing the outcome ofhe orders of magnitude

Dieterich (2007) show that people act more utilitarias, reasoning moduleMoralDM utilizes a hybrid reasoning
become more sensitiie action outcome utilitigsif their approachconsising of afirst-principles reasoning module
action influences the agerof harm rather than the (FPR)and ananalogicalreasoning modul¢AR) to arrive
potential patient. at a decision The firstprinciples reasoning module

suggests decisions basedrates of moral reasonind.he
MoralDM ar_lalogica_ll reasongn mod_ul_e compars a give_n scenario
with previously solvediecisioncasego determine whether
Moral decisioamaking is a complex reasoning process. In sacred values exist in the new case sunggest course of
psychological studies, scenarios are presented to humanaction.We believe using hybrid reasoning both gives the
subjects in natural languag&@he researchsummarized systemthe ability to tacklea boarder rangef decision

above identifies a number ofontextual factors which making scenariosand provides a more cognitively
cause subjects tbecome less sensitive to tleitcome plausible approach to decisiomaking.

utilities of their decisionsOther esearch has also shown  The firstprinciples and analogical reasoning modules
that analogy plays a role in many broad decisitaking work in parallel andcomplemat each otheby providing
domains. Consequently, a model of moral decisi@king support (or disagreement) fardecision. Ifboth succeed

needs tanclude natural language understanding, a method and agree the decisionis presented When one module
for comparing outcome ugntitiesthat takes into account  fails to arrive at a decisiorthe answerfrom the other
quantity sensitivity, a method for reasoning about module is usedlf the modules do not agree, the system
outcomes utilities and sacred values, and the ability to selectsthe firstprinciples reasoning moddes c Hfoi c e .
utilize previous decisions or examples whesasoning both fail, the sgtemis incapable of making a decision.
about new situations.

Our model of moral decisiemaking, MoralDM,

. . X . . N Prior Cases
incorporatedwo mutually exclusive modes: utilitarian and il Wibeckions| ¥
deontological. If there are no sacred values involved in the

case being analyzed, MoralDM applies traditional rules of Ll

MoralDM determines that there are sacred values involved,
it operates in deontological mode and becomes less
sensitive to the outcome uty of actions, preferring
inactions to actions. Sacred
MoralDM has been implementedising the FIRE Values
reasoning enginelhe knowledge lsecontentsare a 1.2
million fact ResbascByc knoviledg€y c _ Figure 1: MoralDM Architecture
base, which provides formal representations about
ewveryday objects, people, events and relationsHips KB
also includes representations we have developed to suppor
gualitative and analogical remsing. The KB provides a

AR
J
utilitarian decisioamaking by choosing the action which
provides the highest outcome utility. On the other hand, if — g —
: FPR |

After a decision is made for a given scenariogdah be
tstored in thecase libraryfor future use.This enableghe
system to make decisions in more scenarios as it
accumulates experienclext, we discusgach modie in
detail
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Explanation Agent NLU

Our inputs are dilemmas from the psychological literature,
expressed in natural languagd.o construct formal
representations of these stimuli, wave extendedthe
Explanation Agent Natural Language Understanding
sysem (EA NLU, Kuehne andrForbus, 2004)Because
unrestricted automatic naturénguage understanding is
beyond the state of the arfEA NLU uses simplified
language and operates sesmitomatically This practical
approach allows us tdroadly handle syntacic and
semantic ambiguis and to build deep representations
suitable for complex reasoning.This is a significant
advantage over having experimenters construct
represerdtions entirely by hand for two reasongrirst,
constructing representations by harid very time
consuming and equires substantial expertis&econd,
handcoding increases tailorability, i.e., the possibility that
representation choices were made to get a particular
example to work, as opposed to being uniform,
indeendently motivated anventions.Since EA NLU is
used by multiple projects and relies on an-tbéshelf
knowledge base, tarability is greatly reduced.

EA NLU wuses Al charh gasser pAllenh,t o
1995) in combination with the COMLEX lexicon
(Macleod et al. 1998) anl a simplified English grammar
(Kuehne and Forbus, 2004). The parser uses
subcategorization frames froResearchCydor word and
common phrase semanticsCompositional framéased
semantics from the parsing process d@ransfomed using
dynamic logic prigiples from Discourse Representation
Theory (DRT) (Kampand Reyle 1993). Tle resultingset
of discourse representation structurd®RS) supports
numerical and qualitative quantification, negation,
implication, modal embedding and explicit and implicit
utterance sulsentences.

A convoy of trucks is transporting food

to a refugee camp during a famine in
Africa. 1000 people in a second refugee
camp will die. You can save them by
ordering the convoy to go to that

refuge e camp. The order will cause 100
people to die in the first refugee camp.

Figure 2: Starvation scenario in simplified English

Figure 2 contains thesimplified English for the
starvation scenarioGiven these statements, EA NLU
identifies eventge.g.dying, ordering saving, entities (e.g.
two quantified sets of people, the cony@and an eplicit
reference to t heFigurd 3 toatairs rthe
framebased interpretation of the order. This set of facts is
contained within a DRS which imodally embedded with
the operatopossible

Causal links are explicitlgtated between the order and
the saving and the order and the second set of deaths. Th
abstraction of saving drives inferential attention to events
in the description that the beficiary may be being saved

from. The expected future madty of the first set of

deaths makes it a reasonable candidate.

(isa order131049 Ordering - CommunicationAct)
(performedBy order131049 youl128898)
(recipientOfinfo order131049 convoy127246)

(infoTransferred order131049
(and
(isarefugee - camp129739 RefugeeCamp)
(isa convoy127246 Convoy)
(isa g0129115 Movement - TranslationEvent)
(primaryObjectMoving go129115 convoy127246)
(toLocation go129115 refugee - camp129739)))

Figure 3: Predicate calculus for ordering

Based on the possible modality of the saving/inde
sequence, combined with the use of the explicit reference
to the listener, the system infers an abstraction of choice
being presented with known consequences resulting from
both action and inaction. Figuek contains the inferred
abstraction of choi and its causal consequences.

m
(isa Sel 131949 S electingSomething)
(choices Sel 131949 order131049)
(choices Sel 131949 Inaction131950)

(causes - PropSit
( chosenltem Sel
die128829)

(causes - PropSit
( chosenltem Sel
savel28937)

131949 Inaction131950)

131949 order131049 )

Figure 4: Predicate calculus fothe choice presented

Order of Magnitude Reasoning Module
of

We model peopleds degree
outcomes by usi ng Deativacedérs
of magnitude formalism. Order of magnitude

representations provide the kinflstratification that seems
necessary for modeling the impact of sacred values on
reasormg. One of the features of ROMYRs that it
includes a parametek, which can be varied to capture
differences in quantity sensitivityWe implemented a
simplified version of ROM(R) using one degree of
freedomk, resulting in three binary relatiomghich canbe
computed using the following rules:
A& Beée |A-B] kOMax(|A,B)
A A<Bé |A] kOB

A Al Bé |A-B|>k*Max(|A|,B)
MheSeUdlations respectively mapclose tg greater than
and distant from k can takeany value between 0 and 1
with a higher k resulting in lessquantity sensivity.
Depending on the sacred values involved and the causal
structure of the scenario, we vakyto capture sensitivity
€owards the utility of the outcome.

The inputsto the orders of magnitude reasoningpdule
include the sacred values for the cultbeétng modeled and
the causal structure of thecenario.Using the predicate

q
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calculus produced by EA NLUhe modulecalculates the uses threemethods for making detsions. First, the
expected utility of each choid®y summing the utility of its utilitarian method which selects the choice with the
consequences. For each consequence of a ciitaises its highest utility, is invoked when the choice does not involve
rules to ascertain if the outcome is a positive or negative a sacred value. Second, in situations with sacred values and
outcome, and to identify any sets whose cardinality matters without an order of magnide difference between
in the decision€g., number of people at risk). outcomes, the purdeontdogical method selects the
After computing utilities, the orders of magnitude choicethatdoes not violate a sacred valdéird, whenthe
reasoningmoduleselects & valuebased upon the context  scenario contains sacred values and an order of magnitude
of the scenaricAssuming that the relationship between the difference between outcomesse utilitarian-deontological

utilities, a andb, arecomparable, MoralDM setsto 17 (| method selecs the choice with the higher utility.
al|/|b]). This results in the relationship between the Therefore, the purdeontological method is the only
utilities falling within <, right betweeri and& We model method that makes decisions that violate utilitarian norms.
the impact of sacred values via a modifferwhenk < 24, In the starvation scenario, thereaisacred value, people

Eis kI(1 - K), and, whenk O ,iEis (1 - K/ k. If the dying, and no order magnitude tbifence between the
decision involves a sacred value for the modeled culture, utility of the two cloices. Therefore the systenuses the
settingk to k + £ shifts the relationship betweeutilities puredeontologicamethod to seledhe inaction choice.
from greater than tolose tg resulting in the system being Thesemethodsaremutually exclusivereturning at most
less sensitive to the numeric utility of the outcome. On the one choice per scenaridsiven the breadth of moral
other hand, if there are no sacred values involved, the reasoning &enarios, lie rules implementing the first
system substitutels with k - £thereby making the system  principles reasoning modusge not completeThereforeit
more quatity sensitive to the computed utilitiesn necessarilyfails on some scenario§.hese cases highlight
addition to sacred values, the causal structure of the the need for the hybrickasoning approach taken in
scenario affectsk. The orders of magnitude reasoning MoralDM. The resuihg choice iscomparedwith the
module checks to see if the scenario contains patient results of the analogical reasoning module of MoralDM.
intervention or agent inteention. It uses lowquantity

sensitivity for agent interventionand high otherwise, Analogical Reasoning Module

consistent with psychological findings (Waldmann and Anal lavsi lesin decisi King Wh
Dieterich 2007). The system also checks for direct versus halogy p aysmportant_ rolesn gecisionmaxing en

indirect causation. In the case of indirect causation, a makmg a_choice, deC|_S|on makers frequently use past
higher degreeof sensilvity is applied. Returning to the expgrlencesand draw mfer_ences from their previous
starvation scenario, there are two choices: ordering and choices (Markman and. Medln,'zoozaesearch)nthe use

inaction. For ordering, there are two consequences, 10000f analogy in decisiomaking suggests that the

people in the second camp will be saved and 100 people incomparison between a target and a base invoares

the first camp will die. Consulting the KB, the/stem alignmentprocess, where structural relations are weighted
determines that dying has negative utility and saving more heavily than surface similarities (Gentnand

positive, resulting in a choice utility of 900 for the ordering Markman, 1997).

choice. Using the same procedure, the utilityifiaction is To model analogy in decisiemaking, we use &
calculated to be900. Using the formula given aboveijs StructureMapping Engine (SME) Halkenhaineret al.

initially set to 0 with £= 1. Given that both choices 1989), a computational model of similarity and analogy
involve agent intervention and indirect causation, thereare based on Gentner6és (1983) st
no structural differences between the two choices. analogy in humans. SME perates over structured
Therefore, thek value is set solely by the existence of representations, consisting of entities, attributes of entities
sacred valuesin this case, causing someomo die is a and relations. There are both fimter relations between

sacred value resulting kbeing set tk + £= 1, therefore entities and higheorder relations between statements.
causing the system to act less quantity sensitive. Using Given two descriptions, &#ase caseand atarget cas,

ROM(R), the relationship between the utilities of the two SME aligns their common structure to find a mapping
choices is calculated t o b beetwden th® gases.hThis mapping rconsistsnofl a set 6f t

had na been a sacred value, the valuekafvould have correspondences between entities and expressions in the
remained 0 causing the relationship between the utilities to two cases. SME produces mappings that maximize
be |. These u-000, and thee momputéd 0 Osystanmaticity i.e., it prefers mappings withigherorder
relationship, the firsiprineiplepand v i relaions dnad nested relational structure. Hteictural
analogicareasoning moduke evaluation scoreof a mapping is a numerical measure of
similarity between the base and target. SME identifies
First-Principles Reasoning Module elements in the base that fail to map to the target and uses

the common elational structure to calculateandidate
inferencedy filling in missing structures in target.
Running concurrently withhe firstprinciples reasoning
' module the analogical reasoning modulses comparisons

Motivated by moral desionmaking researchthe first
principles reasoning modulmakes decisions based upon
the orders of magnitude relationship between utilities
sacredvalues, computed utilitieand action vs. inactiott



between new cases and previously solve@sés suggest
decisions. When faced withraoral decisiorscenariothe
analogical reasoning modulgses SME to compare the
new casewith every previouslysolved scenario in its
memory The similarity score between the novel case and
each solved scenarias calculated using SME by
normalizing thestructural evaluation scomgainst the size
of the scenario If this score is higher than a cena
threshold and both scenari@a®ntain the same order of
magnituderelationship between outcome utilitighen the
candidate inferences are considered as vafidlogical
decisions If the scenarios have different orders of
magnitude relationship4, is likely that a different mode of
reasoning should be used for the target scenariottznd
analogical reasoning moaul rejects the analogical
inference After comparing against all of the solved
scenarios,the analogical reasoning modukelects the
choicein the new scenarisupported byhelargestnumber

of analog. In the case of a tighe analogical reasoning
moduk selects the choice with the highest average
similarity score supporting it. Because analogical
alignment is based upon similarities in structure, similar
causal structures and/or sacred values align similar
decisions. Thereforethe more structurally siar the
scenarios are, the molikely the analogical decisiois
going to be the correct moral onelf there are no
previously solved cases in the case libranythey fail the
filtering criterion abovethe analogical reasoning module
fails to come p with an answer. Thereforghe first
principles reasoning module is needed to bootstrap the
analogical reasoning module.

Returning to our starvation examplethe analogical
reasoning modulean solvethis decision problem through
an analogy with a traff scenario given belowin which
the system chodge not transfer funds

A program to combat accidents saves 50 lives per
year in a specific area. The same funds could be used
to save 200 lives in another area, but the 50 lives in
the first area would biest.

Do you transfer the funds?

The analogical decision is determined by the candidate
inferences where the decision in the base, inaction, is
mapped to the choice representing inacfiorthe target
Becausedhe traffic scenari@ontains the samthe ader of
magnitude relationshj@, as in the starvation scenarthg
systemacceptghe analogical decision

Integrated System Evaluation

We conducted a series of petiments to evaluate
MoralDM. Experimens 1 and 2evaluate MoralDM as a
model for mora decisiormaking and illustrate the
importance ofusing both analogical and firgrinciples
reasoningln these two experimentthere are caseshere
one of the reasoning modules faitkeit MoralDM is still
able to give the correct decision by using ¢itteer module.

Experiment 3 investigates the claim that additional
decision cases improve the analogical reasoning module.

Experiment 1

We evaluated MoralDM by running it on 8 moral decision
making scenarios taken from two psychology studies
(Waldmann andieterich 2007; Ritov and Barqnl999).
In all the scenarios used, traditional utility theories fail to
predict
choice which provides a smaller overall outcome utility.
We <compar e
in these experiments. If the decision of MoralDM matched
those of the subjects, as reported by the authors, we
consider it a correct choice.
For each caseEA NLU semiautomaticallytranslated
the simplified English version of the omgl psychology
scenariointo predicate calculusThe sacred values and the
relevant contextual factors are computed via rulg®en
the order of magnitude reasoning module calculated the
relativerelationbetween the utilitiesThis relationand the
sacrel values involved in the casgere sentto the first-
principles and analogical reasoning modug Correct
deci sions are then added to
The analogical reasoning module failed to chotise
correctdecision in three cases. As discusgedviously,
this module faik on the first case because deatnot have
any casesin its memory to reason fronfhe other two
casesinvolved scenarios with for which no appropriate
analog could be found due to their consideratifferent
causal structe In all three cases, the firgrinciples
module made the correct decisionOverall, MoralDM
made the correct choice atl of the scenariof < 0.005)

Experiment 2

One of the more difficult aspects in building tffiest-
principles reasoningmodule is the number of rules
requiredto handle the broadhnge ofsituaions covered in
moral decisiormmaking.This experimenis designed to test
the hypothesis thathé analogical reasoningnodule is
capable of making moral decisions in situations when gaps
in the knowledge baseor rule set prevent thdirst-
principles reasoningnodule frommaking a decisionin
this experiment, all 12 moral decisiomaking scenarios
from Ritov and Baron (1999) were used as inpuiislike
the other experiments, 8 could not beanslated by EA
NLU, so we encoded those manually.

# of correct decisions
MoralDM 11 (92%)
First-principles 8 (67%)
Analogical Reasoning | 11 (92%)

Table 1: MoralDM results

Table 1displays the results of MoralDMroken down
by reasoningmodules. In 8 scenarios, botmodules
provide the correct answer. In threeenariosthe first-
principles reasoningnodulefails to make a prediction, but

S u b kecausesibjeatsedeptthe s e s

Mor al DM jse adtescd s @ n
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the analogical reasoningmodule provides the correct statistics reported have been computed by comparing each
answerln onescenario, botimodulesfail. series against the size of the case ljprar

Thefirst-principles reasoning module fails in foof the
scenarios becausmir current rules for handling cases with  Djscussion
unique structure or conteist limited. For example, there is
a scenario about lIsraeli settlementgere the first
principles module failsThe system does not have the
necessary rules to determine that Israeli land is considere
a sacred value for Israeliand it cannot be traded off.
However, the analogical reasoning module is still able to
make decisions in three of these cases based upon
similarities with other scenarios, e.g. with a scenario where
saving a nature preserve was a sacred value. idlegcal
reasoningmodule fails on the fourth casebecause the
causal structure of the case is very different from the other
cases.

The results of thesexperimentsare very encouragingis

shown in experimestl and?2, our system matches human
dbehavior ora set ofdecisionmaking scenaas. This result
would not be possible without the integrated approach.
First, the inpit was given in natural language requiring EA
NLU. Second, these cases all involved sacred values;
therefore the orders of magnitude reasoningo dul e 6 s
computed relationship between outcome utilities is
essential to providing the correct answer. Third, fifst-
principles and analogicalreasoning moduke were both
neededo selectheappropriate action.

We believethat the breadth ofnoral decisiormaking
. means thathe integration of analogical and first principles
Experiment 3 reasoning has significant benefiwithout both analogical
This experiment addresses the question of how effective and first principles reasoning, MoralDM would have failed
the analogical reasoning module is at learning from on a considerable number of problems from the first two
experience. We measure how performance is affected as aexperiments. In  experiment 1 we demonstrate the
function of the number of previously solved cases in necessity of the firgbrinciples reasoning module where

memory. Given the 8 solved scenas, we created¢ase there are insfficient appropriate prior cases for analogical
libraries of every combination of these scenarios. This reasoning. The analogical reasoning module alone could
provided us with 254 differertaselibraries (8 of size 1, not have correctly answered the 8 case®xperiment 2

28 of size 2, 56 o fcasslibrarg 3 év@ .dembrstmate ,thatwthet @nalagiaat heasoning module
we tested thanalogical reasoningnodule by running it on enables the system fwmandlea wider range of decision

each of the scenarios not in thaselibrary. Sofor each of making scenarios where gaps in the knowledge base and/or
the 8 libraries of size 1, the test consisted of 7 decision rule set prevent the firgirinciples reasoning module from
scenarios for a total of 56 decision scenarios. answering correctly Without the analogical reasoning
Figure 5 shows the performance ofthe analogical module MoralDM would have failed on thregorecases.
reasoning modulas a function oftte number of available Experiment 3 preides additional support for the

cases There is a monotonic increase in the number of importance of the analogical reasoningnodule within
MoralDM and demonstrates howt serves as a learning

100 componentThe results show significant improvement in
the analogical reasoningnodulé sperformance as the
numberofc ases i n Moral DM6s memory
75 2 d

p— Related Work
0 I\ ——C t

—#—No response Severalresearch projectsave focused obuilding ethical

& Falled advisors. The MedEthEx system uses ILP techniques to
learn decision principles from training cagé@sdersonet

al. 2006) Mclaren's TruthTeller and SIROCCO systems
(2005) use casbased reasoning to highlight relevant
ethical considerations and arguments to a human Liger.

t hem, we use prior cases, but
Case Library Siz reasoning, rather than give advice. They also were not
designedto model the effects of sacred versus secular
values that MoralDM captures

correct answers as the size of the library increases Computational models of cultural reasoningre
(Pearsonds r .Also,.thre js a pignificant 0 Ceceiving increasing attention. For exampleg ICARA
decrease in the number of cases where analogical system Subrahmaniaret al. 2007 is part of a project to
reasoning mdule does not come up with an answer-= - funder st aferdnt dultural gabip$ today make
.95, p < .001) The number of incorrect decisions chasige decisions and what factors those decisions are based

insignificantly from 18% to 25%(r = .53, p < .22)The u p o nARA us€ssemantic web technologies aopinion
extraction from weblogs to build cultural decision models

% of Total Decisior

N
o
&

Figure 5: Analogical reasoning results



consisting of qualitative rules and utility evaluatidhile

Anderson, M., Anderson, S., and Armen, C. 2006. An

we agree that qualitative reasoning must be integrated with Approach toComputing Ethics IEEE Intelligent Systems

traditional utility evaluation, we also believe that analogy
plays a key role in moral reasonirigoreover, we differ

by evaluating our system against psychological studies,
which helps enge its judgments will be like those that
people make.

Our combination of analogical and fistinciples

21(4): 5663

Baron, J., and Spranca, M. 1997. Protectéalues.
Organizational Behavior and Human Decision Processes
70: 1i 16.

Dauge, P. 1993. Numeric Reasoning with Relative
Orders of Magnitude. IRroceedings bQR93

reasoning is inspired in part BYi nst o n 6use of 1 9 8 Ralkenhainer, B., Forbus, K. and Gentner, D. 1989. The
both precedents and rules to reason about a situation. HisStructureMapping Engine: Algorithms and Examples.

work was hampered by the lack df-ethe-shelf largescale
knowledge bases, and the technologies for NLU and
analogical reasoning have improved since then.

Conclusions and Future Work

MoralDM integrates multiple Al techniques to model
human moral decisiemaking. It uses qualitative mode
to reason about utilities, capturing differences between

sacred and secular values via an order of magnitude

representation. It uses a combination of {fpghciples

logical reasoning and analogical reasoning to determine the

utility of outcomes and nk@ decisions based on this
information, producing answers in a wider range of
circumstances than either alone can handle. Natural
language input of scenarios, in simplified English, reduces
tailorability, a key problem in cognitive simulation
research.In a series ofexperimentswe showed the
necessityof integratingall the above moduledVhile there

is still more to be done, we think MoralDM represents an
important step in computational modeling of moral
decisionmaking.

We plan to pursue several lines afvéstigation next.
First, we plan to extend the valuation rules to model
different cultures, based on existing collaborations with
cognitive psychologists and anthropologists. Second, we
plan to extend the range of EA NLU coverage to handle a
wide rangeof cultural stories. This will enable us to create
story libraries for different cultural groups, at@nslate
transcripts from interview data more easily. Third, we plan
to incorporate a cognitively plausible model of similarity
based retrieval, MAC/F& (Forbuset al 1995), tomake
analogical reasoningnore scalableas the story library
grows. Finally, we plan to test MoralDM on a wider range
of problems, using data gathered from participants from
multiple cultural groups.
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