
Joseph Paris 
Cs443 

 

Lottery Scheduling: Flexible Proportional-Share 
Resource Management 

By C. Waldspurger et al 
 

Scheduling applications in a multithreaded system entails the multiplexing of 
scarce resources to service requests of varying importance.  The policy chosen to manage 
the multiplexing can have an enormous impact on the overall performacen of an 
application.  The solution to providing accurate control over the quality of the service 
provided to application, according to Waldspurger et al, requires support for specifying 
relative computation rates.  This provides regulation for long-running applications, such 
as scientific visualization, as well as for interactive computations, such as database based 
applications.   

Lottery Scheduling is a randomized resource allocation mechanism, in which 
resource rights are represented by lottery tickets.  Each allocation is determined by 
holding a lottery; resources are granted to the client with the winning ticket.  Each lottery 
ticket encapsulates the resource rights that are abstract in that they quantify resource 
rights independent of machine details, relative in that the fraction of a resource they 
represent varies in proportion to the contention for the resource, and uniform in that 
rights for heterogeneous resources can be homogeneously represented as tickets.   

My initial thought is that this can represent a priority type system since the 
number of tickets an application holds can affect how soon it wins the lottery.  I.e., there 
is a better chance for an application holding 100 tickets to win over an application 
holding 10.  The other thing I found issue with, which might have been describe in way I 
misunderstood, is the case of what happens when an application that can allocate a bunch 
of tickets is inserted into the scheduler.  For example, I have my application with one 
ticket, and another application can and does allocate 50 each time (possibly shared 
memory type application so there might be multiple instances), is there a chance that my 
application doesn’t get called if there is a continuously increasing load on the system (i.e. 
more and more applications which have rights to allocate more tickets).  I guess my point 
is, ‘what happens when this is in a highly-available multi-user system, where thousands 
of users are competing for computation time and resource allocation.’  It seems like once 
it reaches a static state it should handle pretty well, but if there are continuously evolving 
number of processes things might be a little different. 

I’m not overly surprised with that results are comparable with the default Mach 
configuration.  If it’s a priority based queue then from what I can see, these results should 
look very similar.  I think the gain here is the increased amount of information the 
scheduler has in order to make informed decisions about what to do next, but the results 
don’t show that you gain much.  They should have spent more time on optimizations that 
could have been performed to push their research over the top of traditionally priority 
based queues.   


