
Learning in Graphical Models

• Problem Dimensions

– Model
• Bayes Nets 

• Markov Nets

– Structure
• Known

• Unknown (structure learning)

– Data
• Complete 

• Incomplete (missing values or hidden variables)
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Outline

• Objective

• Simple example

• Complex example
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Objective

• Learning with missing/unobservable data
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Objective

• Learning with missing/unobservable data
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Optimize what?
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Outline

• Objective

• Simple example

• Complex example
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Simple example
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Maximize likelihood
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Same Problem with Hidden Information

Score

GradeHidden

Observable
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Same Problem with Hidden Information

S

G
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Same Problem with Hidden Information

S

G

under those expected values
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EM for our example
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EM Convergence
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Generalization

• X: observable data (score = {h, c, d})

• z: missing data (grade = {a, b})

• : model parameters to estimate (    )

• E: given   , compute the expectation of counts 
of z

• M: use z obtained in E step, maximize the 
likelihood with respect to
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Outline

• Objective

• Simple example

• Complex example
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Gaussian Mixtures
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Gaussian Mixtures

• Know

– Data

– -

– -

• Don’t know

– Data label

• Objective

– -
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The GMM assumption
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The GMM assumption
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The GMM assumption
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The GMM assumption
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The data generated

Coordinates

Label
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Computing the likelihood
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EM for GMMs
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EM for GMMs

xi
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EM for GMMs
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Final comments

• Deal with missing data/latent variables

• Maximize expected log likelihood

• Local maxima



Expectation-Maximization

• Previously
– Basics of EM

– Learning a mixture of Gaussians (k-means)

• Next:
– Short story justifying EM

• Slides based on lecture notes from Andrew Ng

http://see.stanford.edu/materials/aimlcs229/cs229-notes8.pdf


10,000 foot level EM

• Guess some parameters, then

– Use your parameters to get a distribution over 
hidden variables

– Re-estimate the parameters as if your distribution 
over hidden variables is correct

• Seems magical. When/why does this work?



Jensen’s Inequality

• For f convex, E[f(X)] >= f(E[X])

For P(X=a)=P(X=b)=½

f(E[X])



Jensen’s Inequality

• For f convex, E[f(X)] >= f(E[X])

• (on board)



Maximizing likelihood

• x(i) = data, z(i) = hidden vars,   = parameters 

• This lower bound is easier to maximize, but
– What is Q?   What good is maximizing a lower bound?



What do we use for Q?

• EM: Given a guess old  for  , improve it

• Idea: choose Q such that our lower bound 
equals the true log likelihood at old:



Ensure the bound is tight at old

• When does Jensen’s inequality hold exactly?



Ensure the bound is tight at old

• When does Jensen’s inequality hold exactly?

• Sufficient that 

be constant with respect to z(i)

• Thus,  choose Q(z(i)) = p(z(i) | x(i) ; old)



Putting it together

Old 



For exponential family 

• E step: 

– Use n to estimate expected sufficient statistics 
over complete data

• M step

– Set n+1 = ML parameters given sufficient statistics

• (Or MAP parameters)



EM in practice

• Local maxima

– Random re-starts, simulated annealing…

• Variants

– Hard EM: set Z to most likely value (e.g. k-means)

– Generalized EM: increase (not nec. maximize) 
lower bound in each step

– Approximate E-step (e.g. sampling)


