CS-D64 Midterm Examination 
Name:


The legal stuff:

· The exam is open book and notes.

· Absolutely no communication with other students during the exam.

The numbers:

· You have 75 minutes to complete the exam.

· The maximum score is 75 points.

Steps to take:

1. Write your name at the top of each page.  

2. Read over all the questions and ask for clarification early.

3. Note how much each question is worth and allocate your time proportionately. 

4. Try to write your answer on the same page as the question - only if you absolutely cannot should you use scratch paper (put your name at the top of this as well).

Partial credit will be given where possible.

Relax. Write clearly. Good luck.

	Question
	Total
	Score

	1
	10
	

	2
	13
	

	3
	10
	

	4
	10
	

	5
	10
	

	6
	12
	

	7
	10
	

	
	Total Score
	


1) [10 points] True/False and Short Answer

Your answer to each of the following questions should be no more than 2 sentences long.  True/false questions do not require any explanation.

[1 point] Part A: A DBMS that uses a RAID level 6 array doesn’t need to use the stable storage algorithm.  (T/F) 

If it doesn’t use stable storage, every media decay will require swapping a new drive in.

[1 point] Part B: It’s faster to switch to a different surface within the same cylinder than it is to switch to a different track on the same surface.  (T/F)

[1 point] Part C: If V(R,a) = 50 and T(R) = 1000, we can expect that on average, σa=100(R) will return 20 rows.  (T/F)

[1 point] Part D: For queries of the form σa=100(R), extensible hashing is typically better than B-trees.  (T/F)

Using a hash index will require only 1 I/O versus 3-4 for the B-tree.

[2 points] Part E: What is the primary purpose of the buffer manager?


To improve performance by caching frequently accessed disk blocks.  It also provides a higher-level interface (and more portable) interface to the I/O system.
[2 points] Part F: In a fixed length record scheme, why might we want to store fields in a different order than they were defined in?


To reduce the wasted space caused by field alignment issues.

[2 points] Part G: If hash values are shorter than the attribute a hash index is on, can we store hash values in the buckets rather than attribute values? 

No, since two distinct attribute values can hash to the same value.

2) [13 points] RAID

[3 points] Part A: A classmate approaches you with the following RAID level 6 design that s/he thinks is recoverable from two simultaneous disk crashes.

	Data
	Redundant

	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	0
	0
	1
	0
	1
	1
	1
	1
	0
	0

	0
	1
	0
	1
	0
	1
	1
	0
	1
	0

	1
	0
	0
	1
	1
	0
	1
	0
	0
	1


Are they correct?  If not, give an example where the scheme fails.

No.  If disk 1 and 10 fail neither can be repaired.

[10 points] Part B: Find a RAID level 6 scheme with 10 disks such that it is possible to recover from any 3 simultaneous failures.  Make as many as possible of the 10 disks data disks.

3) [10 points] Disk Fundamentals

Assume a disk controller than can read a block starting anywhere, not just from its first byte.  So if it starts reading ½ way through the block, if can read the last ½, and then wait until the disks spins under it to read the first ½.  Assume a 7200 RPM drive with 64 blocks per track and ignore gaps.  What is the average amount of time to read a block assuming the head is already on the correct cylinder (include rotational latency and transfer time)?

The major difference using the new controller is that it never takes more than 1 full rotation to read a block.  If we let f be the fraction of the track that the block occupies, the fraction of a rotation required to read a block is shown by the following graph:
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The average time is the area under the curve which is f+0.5*(1-f)(1-f)+(1-f)*f=f(2-f)+(1-f)2/2=(2f+1-f2)/2.  The time with a standard controller is ½+f=(2f+1)/2.  The improvement is only f2/2 which in this case is 1/8192 of a rotation, so it’s not a noticeable improvement on the old time of 4.29ms.


4) [10 points] Record layout

Suppose that you are designing a record format for a database with the following properties:

1. Each record has 10 fields that always occur (and cannot be NULL) and 20 fields that occur with probability p.

2. Each field is 8 bytes long but does not require special alignment.


You’re trying to decide between a fixed length record (using a bit vector to represent NULLS) and a variable length record that uses a 2 byte directory entry for each optional field, similar to the diagram in Figure 3.12.  Do not worry about header fields except those described above.  For what range of p values is the fixed length scheme preferable?

A fixed length record will take 30*8+ceil(20/8)=243 bytes.  A variable length record will take 10*8+20*2+20*p*8=120+160p bytes.  So when 120+160p>243, or p>0.769, the fixed length scheme is preferable.

5) [10 points] Hashing

For this problem, consider hash indexes with the following characteristics:


1. A block can hold 50 value/pointer pairs.

2. The table being indexed has 1000 rows.

3. The indexed column can contain duplicates.

[5 points] Part A: For an extensible hash index, what’s the worst-case size of the bucket array?  How many blocks will the buckets require in the worst-case?

The worst-case is that every row maps to the same hash value which means that the bucket array will keep doubling indefinitely.  It’s worst-case size is infinite.

The worst-case for the number of buckets occurs when the buckets are just over half full.  If two buckets that only differ by 1 bit are less than 1 block combined, they would never have been split.  Thus each pair of buckets should have 51 entries which is 25.5 entries per bucket.  The worst case number of blocks is therefore ceil(1000/25.5)=40 blocks.

   5) Hashing (cont.)
[5 points] Part B: For a linear hash index with an average occupancy of 75%, how many blocks will the buckets require in the worst-case?  What’s the worst-case number of I/Os to look up a value (including the record itself)?

If the hash function were perfect, each bucket would be 75% full so we’d need ceil(1000/37.5)=27 blocks.  If the hash function mapped every record into the same bucket, we’d have a single chain of ceil(1000/50)=20 blocks for one hash value and 26 empty blocks for the other 26 values.  The total is 46 blocks which is the worst-case storage cost.

The worst-case number of I/Os is 20 in the case of total skew described above.
6) [12 points] B-Trees

[7 points] Part A: A database system uses a variant of B-trees to maintain sorted tables.  Thus the leaves contain the actual records of the table.  Assume the following:

1. Blocks are 4096 bytes.

2. The records are 300 bytes long.

3. A block pointer is 10 bytes; a database pointer is 12 bytes.

4. The key of the index is 8 bytes long.

5. The nodes are approximately 85% occupied.

6. The table has 1,000,000 rows.

How many blocks will this index use?

Leaves can hold floor((4096-10)/300)=13 records.  If leaves are 85% occupied, we can hold 11 records per node.  This means the leaves will require 90909 blocks.  For interior nodes we need to determine the value of n from (n+1)*10+n*8 <= 4096 which gives us n=227.  If interior nodes are 85% occupied they actually use 194 pointers.  Thus our first level above the leaves will require 469 nodes.  The level above that will require 3 nodes which are all children of the root.  The total is 90909+469+3+1=91382 blocks.

6) B-Trees (cont.)

[5 points] Part B: Draw the new B-tree after the value 20 is inserted.
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7) [10 points] Schema Modifications

Suppose we want to allow users to add columns to existing tables.  Using the book’s variable length record format, the record layout would have to change to support a new column (since we’d need an extra directory slot) so we would have to rewrite the entire table.  This would take too long, so we’d like to be able to leave the table as is and only change records when they are given a value for the new column.  How can we accomplish this if we add a “number of fields” component to each record header?  Be sure to cover insertion, updating, and reading records.
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